
poor resource-efficiency
• :ondevice scheduler enables interleaved
executionofmultipleCUDAcontexts (noparallel execution)

• Guaranteedisolationbetweentenants andpredictability
• Sharply degradedthroughput andincreasedlatencies

coalescesimilarkernels
VLIWJITCompiler->ServerlessGPU

constrainteachkernel to#ofblocks

ResNet-18 conv2_2
M = 256, N = 128, K = 1152

• ML inference increasingly important for soft real-time
latency-sensitive applications

• Model complexity increases—>latency increases; too
slow for soft-real timeapplications

• GPU—>more attractive for inference,suffers low
utilization (under latency constraints)

:
• State of the art : temporalmultiplexing
• Proposal :multiplexGPUs acrossmultiplemodels andtime
• Approaches : kernelcoalescing,kernelconstraining

Alexey Tumanov, JosephGonzalez, IonStoica

Online inference leads to low GPUsutilization
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• Runtimeperformancemust be
• Multiplexingshouldincrease

• Enable throughput vs latency tradeoff

• The runtime should be fair to all its tenants:
- Equal treatment: same SLO guarantees
- Equaloutcome:strict inter-tenant isolation

for GPU kernel multiplexing

DNN frameworks dispatch
kernels schematics
to a JIT compiler

JIT compiler optimizes
models for efficiency
and latency requirements
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Fast GPU Primitives for Multiplexed Deep Learning Inference
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• Goal :VLIWinspiredJITcompilerthatenablesserverless
abstractionsforGPU


